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BECOME BETA USER bit.ly/testdeeplite

WE USE AI TO MAKE OTHER AI FASTER, SMALLER 
AND MORE POWER EFFICIENT

Automatically compress SOTA models like MobileNet to <200KB with 

little to no drop in accuracy for inference on resource-limited MCUs

Reduce model optimization trial & error from weeks to days using 

Deeplite's design space exploration

Deploy more models to your device without sacrificing performance or 

battery life with our easy-to-use software
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TinyML for all developers

Get your free account at http://edgeimpulse.com

Test

Edge Device Impulse

Dataset

Embedded and edge 

compute deployment 

options

Acquire valuable 

training data securely

Test impulse with 
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data flows

Enrich data and train 

ML algorithms

Real sensors in real time

Open source SDK

http://edgeimpulse.com/


Maxim Integrated: Enabling Edge Intelligence
www.maximintegrated.com/ai

Sensors and Signal Conditioning

Health sensors measure PPG and ECG signals 
critical to understanding vital signs.  Signal chain 
products enable measuring even the most 
sensitive signals. 

Low Power Cortex M4 Micros

The biggest (3MB flash and 1MB SRAM) and the 
smallest (256KB flash and 96KB SRAM) Cortex 
M4 microcontrollers enable algorithms and 
neural networks to run at wearable power levels

Advanced AI Acceleration

The new MAX78000 implements AI inferences at 
over 100x lower energy than other embedded 
options.  Now the edge can see and hear like 
never before.



Qeexo AutoML

 Supports 17 ML methods: 

 Multi-class algorithms: GBM, XGBoost, Random 

Forest, Logistic Regression, Gaussian Naive Bayes, 

Decision Tree, Polynomial SVM, RBF SVM, SVM, CNN, 

RNN, CRNN, ANN

 Single-class algorithms: Local Outlier Factor, One 

Class SVM, One Class Random Forest, Isolation Forest

 Labels, records, validates, and visualizes time-series 

sensor data

 On-device inference optimized for low latency, low power 

consumption, and small memory footprint applications

 Supports Arm® Cortex™- M0 to M4 class MCUs

Key Features End-to-End Machine Learning Platform

Automated Machine Learning Platform that builds tinyML solutions for the Edge using sensor data

 Industrial Predictive Maintenance

 Smart Home

 Wearables

 Automotive

 Mobile

 IoT

Target Markets/Applications

For more information, visit: www.qeexo.com



is for

building products

Automated Feature 

Exploration and Model 

Generation

Bill-of-Materials 

Optimization

Automated Data 

Assessment

Edge AI / TinyML

code for the smallest 

MCUs

Reality AI Tools® software

Reality AI solutions

Automotive sound recognition & localization

Indoor/outdoor sound event recognition

RealityCheck™ voice anti-spoofing

info@reality.ai @SensorAI Reality AIhttps://reality.ai
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SynSense builds ultra-low-power (sub-mW) sensing and 
inference hardware for embedded, mobile and edge
devices. We design systems for real-time always-on smart 
sensing, for audio, vision, IMUs, bio-signals and more.

https://SynSense.ai



Next tinyML Talks

Date Presenter Topic / Title

Tuesday,
March 16

Vijay Janapa Reddi
Associate Professor,
Harvard University

tinyMLPerf: Deep Learning Benchmarks for 

Embedded Devices

Webcast start time is 8 am Pacific time

Please contact talks@tinyml.org if you are interested in presenting

mailto:talks@tinyml.org


Local Committee in Phoenix

• Dr. Andreas Spanias (ASU)

• Dr. Suren Jayasuriya (ASU)

• Stephen Whalley, Member of the Board of 
Directors at tinyML Foundation

• Margaret Kniffen, NXP Semiconductor

• Michael Stanley, Member at Large, SenSIP



Announcement

Highlights:

https://www.tinyml.org/event/summit-2021/

- Keywords: Premier Quality, Interactive, LIVE … and FREE
- 5 days, 50+ presentations
- 4 Tutorials
- 2 Panel discussions: (i) VC and (ii) tinyML toolchains
- tinyML Research Symposium 
- Late Breaking News 
- 3 Best tinyML Awards (Paper, Product, Innovation)
- 10+ Breakout sessions on various topics
- tinyML Partner sessions
- tinyAI for (Good) Life
- LIVE coverage, starting at 8am Pacific time

What should I do about it:
- Check out the program – you will be impressed
- Register on-line (takes 5 min)

- If interested: Submit nominations for Best Awards 
and/or Late News – February 28 deadline 

- Block out your calendar: March 22-26
- Become a sponsor (sponsorships@tinyML.org)
- Actively participate at the Summit
- Provide your feedback – we listen !
- Don’t worry about missing some talks – all videos 

will be posted on YouTube.com/tinyML



tinyML is growing fast 
2019 Summit 
(March 2019) 

2020 Summit
(Feb 2020)

2021 Summit
(March 2021), expected

Attendees 160 400+ 3000+

Companies 90 172 300+ (?)

LinkedIn 
members

0 798 ~ 2000

Meetups 
members

0 1140 ~ 5000

YouTube
subscribers

0 0 ~ 3000

2018 2019 2020

also started in Asia: tinyML WeChat and BiliBili

2021



Summit Sponsors 
(as of Feb 15, 2021)

Contact: sponsorships@tinyML.org

multiple levels and benefits available
(also check www.tinyML.org)

mailto:sponsorships@tinyML.org


Reminders

youtube.com/tinyml

Slides & Videos will be posted tomorrow

tinyml.org/forums

Please use the Q&A window for your questions



Kristen Jaskie
Kristen Jaskie is a Ph.D. student in Electrical Engineering in the 
ECEE school at ASU and she is a research associate with SenSIP. 
She received her B.S in Computer Science from the University of 
Washington and her M.S. in Computer Science specializing in AI 
and Machine Learning (ML) at the University of California San 
Diego. Kristen’s main areas of interest are in ML algorithm 
development and ML education. Specific interests include semi-
supervised learning and the positive unlabeled learning 
problem. She is writing a monograph on the subject to be 
published later this year. In addition, Kristen owns her own 
consulting company and was a faculty member and department 
chair in Computer Science at Glendale Community College in 
Glendale, AZ for several years before returning to school to 
complete her Ph.D. She is expecting to graduate in Spring 2021.



Positive Unlabeled 
Learning for Tiny ML

17



The Classification Problem

18

Problem: Labeling can be EXPENSIVE or even impossible.



Machine Learning

Unsupervised 
Learning

Reinforcement 
Learning

Supervised
Learning

Regression 
Supervised 

Classification 
Clustering 

Dimensionality
Reduction

Data 
Synthesis 
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Machine Learning

Supervised 
Classification 

Regression Clustering 
Dimensionality

Reduction
Data 

Synthesis 

Unsupervised 
Learning

Reinforcement 
Learning

Supervised
Learning

Positive 
Unlabeled 

Classification

Semi-Supervised 
Classification 

Semi-Supervised 
Learning

Labels from only the class of interest exist.
Everything else is unknown.

21



The Positive Unlabeled Problem

Standard Supervised Classification Positive Unlabeled Classification

22

This is surprisingly common.



Motivation
WHEN WOULD PU LEARNING BE USEFUL IN TINYML?

23



Wearable Sensors for Health Monitoring

As events are tagged by the user, 
they are added to the positive set.

The user may not feel or 
recognize all events, so all other 
timepoints are unlabeled.

Positive Data

Unlabeled Data

26



Wearable Sensors for Health Monitoring
Wearable sensors for health monitoring

27



Early Novel Disease Detection

DISEASE  X

Infected/Not InfectedWhen symptoms are poorly understood and tests 
have a high false negative rate, labels are rare.

28



Machine Monitoring 
A machine sometimes fails or produces a 
faulty product.  Positive Data

Failure and faulty products are not always 
detected or easily detectable.

Unlabeled Data

Can we predict when the machine 
or products will fail?

29



Wildlife Monitoring
With limited storage and power, can 
we store only images/data of interest?

Given set of images, an 
expert can identify some 
images of interest. 

Positive Data

Other images of interest may be 
missed but can still be used as 
unlabeled.

Unlabeled Data

30



PU Learning Solutions

31



Assumption 1: Partial Separability

32

• We assume the region of 
highest labeled density 
consists entirely of positive 
samples. 

• Where the density 
decreases, we conclude 
overlap of the positive and 
negative sets. 



Assumption 2: The SCAR Assumption

33

• We assume that our positive 
labeled samples are Selected 
Completely At Random from the 
set of all positive samples.

• Bias in the labeling process will be 
learned and incorporated into the 
model.

SCAR

Bias



Solutions: General Approaches
• The 2-Step Approach

• The Weighted Approach

• Noisy (Biased) Learning Approach

• Algorithms that try to weaken the SCAR assumption

Additional Goals: Improve scalability, minimize overfitting, and 
increase stabilization.

Strategies: Bagging, convex risk/loss reformulations, and deep 
learning techniques.



The 2-Step Approach

• Find probable negative 
samples from the 
unlabeled set.

• Learn a classifier from 
the known positive and 
probable negative 
samples.

35



The 2-Step Approach

36

Problem: Provides a biased classifier

• Find probable negative 
samples from the 
unlabeled set.

• Learn a classifier from 
the known positive and 
probable negative 
samples.



The Weighted Approach

• Assign weights to the 
unlabeled set.

• Weights represent the 
likelihood of belonging 
to the positive class.

• Learn a classifier from 
the known positive and 
weighted unlabeled 
samples.

37



The Weighted Approach

38

Better

• Assign weights to the 
unlabeled set.

• Weights represent the 
likelihood of belonging 
to the positive class.

• Learn a classifier from 
the known positive and 
weighted unlabeled 
samples.

HARD to 
do well



A Modified Logistic 
Regression (MLR)
A FAST, SIMPLE LOW-COST SOLUTION WITH REMARKABLE RESULTS



100%

0%

50%

Logistic Regression - Refresher

Logistic regression 
produces probabilities of 
class membership.

What is the probability that 
this point belongs to the 
red class?



Logistic regression 
produces probabilities of 
class membership.

Logistic Regression - Refresher

Learn the probabilities 
and plot as a third axis.



𝑓 ҧ𝑥 =
1

1 + 𝑒−ഥ𝑤∙ ҧ𝑥

The Sigmoid or Logit function 
produces well calibrated 
probabilities between 0 and 1.

Logistic Regression - Refresher



First, some math…

We have the following random 
variables:

ҧ𝑥 = data sample

𝑦 = is ҧ𝑥 positive

𝑠 = is ҧ𝑥 labeled

What we 
want to find What we 

actually know
The positive and unlabeled classes in this 

problem are completely non-separable.



The MLR is a Non-Traditional Classifier

44

This means that while we WANT to learn 
the probability that a datapoint is positive:

We start by trying to learn the probability 
that a datapoint is labeled:

𝑝(𝑦 = 1|𝑥)

𝑝(𝑠 = 1|𝑥)



Learn the probability 
that each datapoint is 

labeled.

𝑝(𝑠 = 1|𝑥)

Calculate the % of 
positive samples that 

are labeled.

𝑐

𝑝 𝑦 = 1 𝑥 =
𝑝 𝑠 = 1 𝑥

𝑐

PU Classifier*

Classify new 
data.

A Modified Logistic Regression 
Non-Traditional PU Classifier

Label the unlabeled 
data.Positive Unlabeled 

Dataset

*C. Elkan and K. Noto, “Learning classifiers from only positive and 
unlabeled data,” in SIGKDD, Las Vegas, ACM, pp. 213–20, Aug. 2008.



Learn the probability 
that each datapoint is 

labeled.

𝑝(𝑠 = 1|𝑥)

Calculate the % of 
positive samples that 

are labeled.

𝑐

𝑝 𝑦 = 1 𝑥 =
𝑝 𝑠 = 1 𝑥

𝑐

PU Classifier*

Classify new 
data.

A Modified Logistic Regression 
Non-Traditional PU Classifier

Label the unlabeled 
data.Positive Unlabeled 

Dataset

*C. Elkan and K. Noto, “Learning classifiers from only positive and 
unlabeled data,” in SIGKDD, Las Vegas, ACM, pp. 213–20, Aug. 2008.



A Non-Traditional Classifier

By the SCAR assumption

𝑐 is the % of positive data that 
are labeled positive.

𝑐 =
𝐿𝑎𝑏𝑒𝑙𝑒𝑑 𝑃𝑜𝑠𝑖𝑡𝑖𝑣𝑒 𝐷𝑎𝑡𝑎

𝐴𝑙𝑙 𝑃𝑜𝑠𝑖𝑡𝑖𝑣𝑒 𝐷𝑎𝑡𝑎

ҧ𝑥 =  data sample

𝑦 =  is ҧ𝑥 positive

𝑠 = is ҧ𝑥 labeled

𝑐 = % labeled



A Non-Traditional Classifier
ҧ𝑥 =  data sample

𝑦 =  is ҧ𝑥 positive

𝑠 = is ҧ𝑥 labeled

𝑐 = % labeled

𝑐 = 75%

By the SCAR assumption

𝑐 is the % of positive data that 
are labeled positive.

𝑐 =
𝐿𝑎𝑏𝑒𝑙𝑒𝑑 𝑃𝑜𝑠𝑖𝑡𝑖𝑣𝑒 𝐷𝑎𝑡𝑎

𝐴𝑙𝑙 𝑃𝑜𝑠𝑖𝑡𝑖𝑣𝑒 𝐷𝑎𝑡𝑎



A Non-Traditional Classifier
ҧ𝑥 =  data sample

𝑦 =  is ҧ𝑥 positive

𝑠 = is ҧ𝑥 labeled

𝑐 = % labeled

𝑐 = 50%

By the SCAR assumption

𝑐 is the % of positive data that 
are labeled positive.

𝑐 =
𝐿𝑎𝑏𝑒𝑙𝑒𝑑 𝑃𝑜𝑠𝑖𝑡𝑖𝑣𝑒 𝐷𝑎𝑡𝑎

𝐴𝑙𝑙 𝑃𝑜𝑠𝑖𝑡𝑖𝑣𝑒 𝐷𝑎𝑡𝑎



A Non-Traditional Classifier
ҧ𝑥 =  data sample

𝑦 =  is ҧ𝑥 positive

𝑠 = is ҧ𝑥 labeled

𝑐 = % labeled

𝑐 = 25%

By the SCAR assumption

𝑐 is the % of positive data that 
are labeled positive.

𝑐 =
𝐿𝑎𝑏𝑒𝑙𝑒𝑑 𝑃𝑜𝑠𝑖𝑡𝑖𝑣𝑒 𝐷𝑎𝑡𝑎

𝐴𝑙𝑙 𝑃𝑜𝑠𝑖𝑡𝑖𝑣𝑒 𝐷𝑎𝑡𝑎



A Non-Traditional Classifier
ҧ𝑥 =  data sample

𝑦 =  is ҧ𝑥 positive

𝑠 = is ҧ𝑥 labeled

𝑐 = % labeled

𝑐 = 10%

By the SCAR assumption

𝑐 is the % of positive data that 
are labeled positive.

𝑐 =
𝐿𝑎𝑏𝑒𝑙𝑒𝑑 𝑃𝑜𝑠𝑖𝑡𝑖𝑣𝑒 𝐷𝑎𝑡𝑎

𝐴𝑙𝑙 𝑃𝑜𝑠𝑖𝑡𝑖𝑣𝑒 𝐷𝑎𝑡𝑎



Derivations you probably don’t want to see

Given 𝑐 = 𝑝(𝑠 = 1|𝑦 = 1)

We can calculate the likelihood that a sample is positive as follows:

ҧ𝑥 =  data sample

𝑦 =  is ҧ𝑥 positive

𝑠 = is ҧ𝑥 labeled

𝑐 = % labeled

𝑝 𝑠 = 1 ҧ𝑥 = 𝑝 𝑠 = 1 ∧ 𝑦 = 1 ҧ𝑥

= 𝑝 𝑦 = 1 ҧ𝑥 𝑝 𝑠 = 1 𝑦 = 1, ҧ𝑥

= 𝑝 𝑦 = 1 ҧ𝑥 𝑝 𝑠 = 1 𝑦 = 1

= 𝑝 𝑦 = 1 ҧ𝑥 𝑐

Therefore

𝑝 𝑦 = 1 ҧ𝑥 =
𝑝 𝑠 = 1 ҧ𝑥

𝑐
.

Derivation from C. Elkan and K. Noto, “Learning classifiers from only positive 
and unlabeled data,” in SIGKDD, Las Vegas, ACM, pp. 213–20, Aug. 2008.

= 𝑝(𝑠 = 1|𝑦 = 1)

= 𝑐

𝑝 𝑠 = 1 ҧ𝑥, 𝑦 = 1



A Non-Traditional Classifier

To be a well-defined probability, 

ҧ𝑥 =  data sample

𝑦 =  is ҧ𝑥 positive

𝑠 = is ҧ𝑥 labeled

𝑐 = % labeled

𝑝 𝑦 = 1 ҧ𝑥 =
𝑝 𝑠 = 1 ҧ𝑥

𝑐
≤ 1

This means that  

𝑝 𝑠 = 1 ҧ𝑥 ≤ 𝑐

𝑝(𝑠 = 1| ҧ𝑥)
c

𝑝(𝑦 = 1| ҧ𝑥)



Intuition Digression

What should 
𝑝(𝑠 = 1| ҧ𝑥) be?

ҧ𝑥 =  data sample

𝑦 =  is ҧ𝑥 positive

𝑠 = is ҧ𝑥 labeled

𝑐 = % labeled

Not 100%!



A Modified Logistic Regression

Standard Logistic Regression 

Modified Logistic Regression

ҧ𝑥 =  data sample

𝑦 =  is ҧ𝑥 positive

𝑠 = is ҧ𝑥 labeled

𝑐 = % labeled

𝑝(𝑠 = 1| ҧ𝑥)

𝑆𝐿𝑅 =
1

1 + e−ഥ𝑤∙ ҧ𝑥

𝑀𝐿𝑅 =
1

1 + 𝑏2 + 𝑒−ഥ𝑤∙ ҧ𝑥

c

𝑝(𝑦 = 1| ҧ𝑥)



A Modified Logistic Regression

We learn ഥ𝑤 and 𝑏 by maximizing the likelihood 
using a stochastic gradient ascent.

From this we can calculate 𝑐:

ҧ𝑥 =  data sample

𝑦 =  is ҧ𝑥 positive

𝑠 = is ҧ𝑥 labeled

𝑐 = % labeled

𝑝(𝑠 = 1| ҧ𝑥)

𝑝(𝑠 = 1| ҧ𝑥) =
1

1 + 𝑏2 + 𝑒−ഥ𝑤∙ ҧ𝑥

𝑐 =
1

1 + 𝑏2

c



A Modified Logistic Regression

With

We can finally calculate

ҧ𝑥 =  data sample

𝑦 =  is ҧ𝑥 positive

𝑠 = is ҧ𝑥 labeled

𝑐 = % labeled

𝑝(𝑠 = 1| ҧ𝑥)

𝑝(𝑦 = 1| ҧ𝑥)
𝑝(𝑠 = 1| ҧ𝑥) =

1

1 + 𝑏2 + 𝑒−ഥ𝑤∙ ҧ𝑥

𝑐 =
1

1 + 𝑏2

𝑝 𝑦 = 1 ҧ𝑥 =
𝑝 𝑠 = 1 ҧ𝑥

𝑐

c



Math nobody wants to see

From

We can calculate

Which gives us the likelihood ℒ to be maximized.

ҧ𝑥 =  data sample

𝑦 =  is ҧ𝑥 positive

𝑠 = is ҧ𝑥 labeled

𝑐 = % labeled

𝑝(𝑠 = 1| ҧ𝑥) =
1

1 + 𝑏2 + 𝑒−ഥ𝑤∙ ҧ𝑥

𝑝 𝑠 = 0 ҧ𝑥 =
𝑏2 + 𝑒−ഥ𝑤∙ ҧ𝑥

1 + 𝑏2 + 𝑒−ഥ𝑤∙ ҧ𝑥

ℒ = 𝑝 𝑠 = Ƹ𝑠, ҧ𝑥 = ො𝑥 =
1

1 + 𝑏2 + 𝑒−ഥ𝒘∙ ො𝑥

Ƹ𝑠
𝑏2 + 𝑒−ഥ𝑤∙ ො𝑥

1 + 𝑏2 + 𝑒−ഥ𝑤∙ ො𝑥

1− Ƹ𝑠

4 out of 3 people 
struggle with 

math!



MORE Math nobody wants to see
ҧ𝑥 =  data sample

𝑦 =  is ҧ𝑥 positive

𝑠 = is ҧ𝑥 labeled

𝑐 = % labeledℒ = 𝑝 𝑠 = Ƹ𝑠, ҧ𝑥 = ො𝑥 =
1

1 + 𝑏2 + 𝑒−ഥ𝒘∙ ො𝑥

Ƹ𝑠
𝑏2 + 𝑒−ഥ𝑤∙ ො𝑥

1 + 𝑏2 + 𝑒−ഥ𝑤∙ ො𝑥

1− Ƹ𝑠

4 out of 3 people 
struggle with 

math!

Where λ is the learning rate.

We can use a gradient ascent algorithm:

With the following update rules:

𝜕ℒ

𝜕ഥ𝑤
=

Ƹ𝑠 − 1

𝑏2 + 𝑒−ഥ𝑤⋅ ො𝑥
+

1

1 + 𝑏2 + 𝑒−ഥ𝑤⋅ ො𝑥
ො𝑥 ⋅ 𝑒−ഥ𝑤∙ ො𝑥

𝜕ℒ

𝜕𝑏
=

1 − Ƹ𝑠

𝑏2 + 𝑒−ഥ𝑤⋅ ො𝑥
−

1

1 + 𝑏2 + 𝑒−ഥ𝑤⋅ ො𝑥
2𝑏

ഥ𝑤 ← ഥ𝑤 + 𝜆
𝜕ℒ

𝜕ഥ𝑤
𝑏 ← 𝑏 + 𝜆

𝜕ℒ

𝜕𝑏



MLR Algorithm

60

Algorithm Complexity:
𝑛 = dimensionality/features
𝑚 = number of datapoints
𝑒 = maximum epochs

Time: 
𝑂(𝑛 ∙ 𝑚 ∙ 𝑒)

Space: 
𝑂(𝑛 ∙ 𝑚)

Low time and space complexity 
make this a good match for 

tiny ML.



Results
AND DOES IT ACTUALLY WORK?

61



A Modified Logistic Regression – It Works!

62

𝑐 = 0.25

𝑐 = 0.75



MNIST: 60,000 Handwritten Digits

We compared the two 
most misclassified digit 
combinations: 

- 3 vs 5
- 3 vs 8 
- 5 vs 8

Each image is 28x28 pixels, giving a 

784-dimension feature vector.



c Value
Percent 

Improvement
0.1 60.7%

0.25 13.8%
0.5 4.5%

0.75 1.9%
0.9 0.9%

Positive 
Unlabeled 

Classification



c Value
Percent 

Improvement
0.1 59.0%

0.25 15.4%
0.5 5.2%

0.75 2.1%
0.9 1.0%

Positive 
Unlabeled 

Classification



c Value
Percent 

Improvement
0.1 68.9%

0.25 17.4%
0.5 5.2%

0.75 2.2%
0.9 1.3%

Positive 
Unlabeled 

Classification



Solar Array Faults
PV solar array faults can reduce efficiency by an                                           

estimated 22.34%-27.58%
◦ Soilage

◦ Shading

◦ Degradation

◦ Short Circuit Faults

◦ Etc…

67

PVWatts Solar Dataset
21,485 datapoints
10 features: DC out, 𝑉𝑜𝑐, 𝐼𝑠𝑐, 𝑉𝑚𝑝, 𝐼𝑚𝑝, fill factor, 

temperature, irradiance, gamma 
ratio, max power 
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4,297 Soiled Datapoints
21,485 total

c Value
Number 
Labeled 

0.02 85
0.04 171
0.06 257
0.08 343
0.1 429
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